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OIII Computer simulations

Why do we need scientific benchmarking? N RCCS cesetn e
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" 1 F1 . (OB computer simulations
Why do we need scientific benchmarking? 2 e

Increase on almost all fronts:
Specialized chipsinp hone s, FPGAs in Intel]/

Number of programmingl anguages ( Ramslt , Jul |
paradigms (CUDA, HIP, oneAPI, Kokkos, RAJ A, ¢é)

New workloads: containerization, DL/ML, big data, workload-
chaining, X-as-a-Service, etc.

New topologies: HyperX, Slimfly, Dragonfly, Megafly, &

C How to make sense of it all? (and fast)
CHow to determine best fiarc
C How to fairly compare different approaches/solutions?



5 (OEEl  computer simulations
Wh a.t d O eS 7 Perfo rmance” m ean | n th e ﬁ RCCS create the future

context of HPC and computing in general?

1) Correct functionality ?

2) High throughput ?

3) Short response times ?

4) Good reliability ?

5) Short development cycle ?

6) Time-to-solution ?

7) Energy efficiency ?
8) Slides-per-minute of this Wa h 1 talk s
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What does ”"Performance” mean in the R oo

context of HPC and computing in general?

Answer depends on
Goal
Metric

Define both (goal and metric)

Jens Domke
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CPU Performance in Supercomputing is £ o o

1 (13- b}
Influenced by “internal factors e

ILE (8 way) Shared Bus

- 128 Bit Interface
Unit

T
32 Byle Pre-Decode,
Fetch Buffer

CPU perf. influencing factors: R ——gd
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P
| Retirement Register File | 256 Entry
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Any feature of micro architecture, -
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L
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pipeline depth, etc.) lfﬁﬁ“ Jfﬁfﬁ? vt

FOIW
. +In‘te:1al Results Bus+ ‘I 128 i 1?30 "Bt Load 235:
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Intel Core 2 Architecture



OB computer simulations
... and “external factors” @ I e

Number of memory controller
Interconnect (on-chip and off-chip)
Power and cooling capability

System environment
(e.g. OS noise, shared resources,
batch system, failure probability)

Human factors
Software development skills
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Good Performance Metrics are Easy to 55 RLCS cestever

Measure and Communicate

Floating-point operations per second (flop/s; not FLOPS)

6s a
-. and

Reliable? (ignores Int Ops) ConSIStent’? (external factors]

C Oomml

¢ metric(A)>metric(B) C perf(A)>perf(B) same def . a vari ou

Repeatable? (mostly)
C same result every time nfl uence

Other popular metrics

e e
mean time e
supportable scalability
e load speedup (weak/strong)
failures (MTBF)

Jens Domke



. . (OBl computer simulations
Evaluation Methodology and their Tradeoffs fR e

. Analytical modeling
limited resource requirements; fast (in theory)
L rarely accurate; simplified assumptions
Computer simulation
possible without system; no interference; explore variations
L infeasible for large systems; very slow; semi-accurate
Real measurement
most convincing; fast; can be very accurate

L high costs; not very flexible; outside interference
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How to compare multiple system config.? fR M e

. Task: design a computational node
Factors to be studied:
3x CPU selection: Processor A, B, C
3x Memory sizes: 4 GiB, 8 GiB, 16 GiB

3x Workload: Administrative, Creative,
Scientific Apps

3x Operating Systems: Windows, Linux,
Mac OS

Metrics: Aggregated response time, price




. . . . . & omputer simulations
Experiment Design defines the combinations  ## res e

Experiment Design specifies:
the number of experiments
the factor/level combinations
the number of replications of each experiment

C In workstation example: 3 x 3 x 3 x 3 = 81 experiments
C With 5 replications we have to perform >400 observations

C Very labor intensive and time consuming!



. I (OBl computer simulations
Simple Design: Evaluate factor by factor... R e

Start with typical configuration and vary one factor at a time

Given k factors with the i-th factor having n; levels, requires

only n experiments: "

n=1+Q (n - 1

i=1
. Advantages:

Reduces the #experiments slightly
Disadvantages:
Does not make the best use of the effort spent
Interacting factors are ignored C can result in wrong concl.



p. /)III Computer simulations

_
akz=y R-CCS create the future

Full Factorial Designs test every combination
Uses every possible combination at all levels of all factors
which requires n experiments, where: X

n=0n
I=1

In workstation example: 3 CPUs x 3 Memory sizes x 3
workloads x 3 operating systems = 81 experiments

Advantage:
Every factor combination C includes their interaction

Disadvantage:

High cost (time/labor/money); Too many experiments; Secondary
factors (e.g. memory size) with zerol/little influence on performance



OIII Computer simulations

Fractional Factorial Design ignore some compj . recs vt

5

Goal: reduce the number of experiments
Reduce the number of factor levels

Just two levels C requires 2k experiments: very popular and called 2k design
In workstation example: Start with 24 = 16 experiments.

After factor reduction one can try more levels if effects can be observed for the

Imtlal two Ievels # Experiment CPU Level Memory Level Workload Level (OS]

X 1 Cheapest 2GB Administrative Linux
Other example 2 Cheapest 4GB Scientific Mac OS X
F u I I faCtO rl al 34 3 Cheapest 16 GB Creative Windows
4 Best price/perf. 2GB Scientific Windows

exp 0 A CO rreS p g 5 Best price/perf. 4GB Creative Linux
34-2 fractl O n al é 6 Best price/perf. 16 GB Administrative Mac OS X
> 7 Most expensive 2GB Creative Mac OS X
d eS I g n 8 Most expensive 4GB Administrative Windows

9 Most expensive 16 GB Scientific Linux
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Fractional Factorial Designs are less accurate fR Qo

Advantages:
Fractional factorial designs save time and cost
Disadvantages:

Some effects of interactions are mixed (however: sometimes,
certain interactions are known to be negligible)

Information less accurate than from a full design
Use “Analysis of Variance” to explain influence of factors
C Separates total variation observed in set of measurements into:
Variation (1) due to real differences in alternatives

Variation (2) due to errors
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Analyze and interpret data [ o

Aim of performance analysis: Help in decision making (analysis results
which cannot be understood by decision makers are worthless)

Results need to presented and clearly and simply as possible N
Prudent use of words, pictures, and graphs éi o
Common and specialized graphic charts: E I I I If's‘” N
line charts, bar charts, pie chars and histograms i I |I ) o~
Gantt & timeline charts, Kiviat graphs, Treemaps °MW'J WF- o
. Reasons for graphical presentation: N 2 s p———

A picture is worth a thousand words (if well designed)
Saves readers6time and is more concisely
Easier to grasp the main points of the study

Clarify a point, underline a conclusion, and summarize the study



. (OBl computer simulations
Analyze and interpret data [ o

The variable type determines the type of graphic chart to be used, e.g.
Line chart: Shows the relationship of two continuous variables
Bar chart: Qualitative variable on x-axis quantitative on y-axis

Pie Chart: Slices represent qualitative variables; is normalized

| Variables I
h 2 I L 4
| Qualitative/Categorical I | Quantitative I
| Ord;red I | Unor::lered I | DiS(:rete I | Conti:;uous I
Guidelines: . Avoid Ambiguity
Minimum effort to understand . Use colors (but consider color blind)
Minimum reading effort . Split high-dim. data (no 3D in pdf L )
Maximum information at minimum ink . Do NOT use Pictorial Games to

over-/underrepresent results in your

Use commonly accepted practices favor (e.g. non-0 y-axis; log-s ¢ a | e,
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10-Step Scientific Benchmarking in Theory i RUCS crtetetuurs
1. State benchmark goal 6. Select workload
(Il atency, t hroughput, e n e (appyopriatélyf sized foetime @xperiment)
.~ Define boundaries 7. Design experiment for max.
(internal / external influences) information W/ min effort
2 LISt Services & outcomes (scripts, timings, allocation, version control, é )
(workload input data set, DB queries) 8. Analyze and interpret data
3 SeleCt metriC (consider the variability, use statistics)
(speedup, Gflop/s, accuracy,av ai | abi | i9t. y Doéchment prOCGSS and
4. Select factors to study present results
(parameters to be varied during evaluation) (communication, easy understanding)
5. Select evaluation technique 10. Improve your methodology

(analytical modeling, simulation, measurement) (learn from your and others mistakes to do
better next time)



. 2 a0 . . . (OBl computer simulations
Scientific Benchmarking in Practice R o

“Scientific benchmarking is more art than science due to the
various constraints you will face along the way.”
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Example: TokyoTech’s TSUBAME2-modding = RS e s

Full Bisection Bandwidth

Intel OPA Interconnect. 4 ports/node
Full Bisection / 432 Terabits/s bidirectional
~x2 BW of entire Internet backbone traffic

Full Operations
since Aug. 2017

PR RV R Y
PR A

v‘t{\\

‘/ SR \\\\\ : \\,"/;

DDN Storage
(Lustre FS 15.9PB+Home 45TB)

V.
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DDN GRIDScald

DDN EXAScale
WwX DI 3
T S ® 85108
BT

540x Compute Nodes SGI ICE XA + New Blade

Intel Xeon CPUx2 + NVIDIA Pascal GPUx4 (NV-Link)
256GB memory 2TB Intel NVMe SSD

47.2 Al-Petaflops, 12.1 Petaflops

Bu't sti || had 42

Results of a successful
HPE - TokyoTech R&D
collaboration to build a
HyperX proof-of-concept
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Recap: Characteristics of HyperX Topology M RCCS oo Eveise

Base structure
Direct topology (vs. indirect Fat-Tree) G{ @é
(2

ot e b

a) 1D HyperX
withd ; =4

n-dim. integer lattice (d,...,d,) ey
Fully connected in each dimension éé

Advantages (over Fat-Tree) é@,
@

Reduced HW cost (less AOC
and switches) for similar perf.

Lower latency when scaling up CC
Fits rack-based packaging scheme

Only needs 50% bisection BW to provide
100% throughput for uniform random

Buté (theoretical“

Requires adaptive routing

d) Indirect 2 -level Fat - Tree
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Plan A — A.k.a.: Young and naive J fr o I e

Scale down #compute nodes Fighting the Spaghetti Monster
C 1280 CN and keep 1t IB rail as FT | o1 |

Build 2"d rail with 12x10 2D HyperX
distributed over 2 rooms

Theoretical Challenges
Finite amount/length of IB AOC
Cannot remove inter-room AOC

4 gen. of AOC C mess under floor

2nd rail {12x10)
HyperX Dimension 1

w20 rov |7 (7)) DGQDDE%HDS , AOnl yo 4900 extract e

<-
12 IB switches Gl G3 G7
8

per group G2 DDDT:' G6 G GloI 1St room USIﬂg Cheap StUdentS |abOI’

Still, too few cables, time, & money e

(Prard) ¢ Plan B!

fi
an
red for in room:
3x IB fiber per
line per rack
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Plan B — Downsizing to 12x8 HyperX IN 1 ROOM ™ RS <o s

Re-wire 1 room with HyperX

<- 16x IB fiber per
line (1st dim})

U0 5

topo/ogy | 2nd rail (12x8) HyperX

OR000O0
I (.

«- 8x IB fiber per line {2nd dim)

Fat tree dlrector

<spare parts> E

For 12x8 HyperX need:

Add 5t + 6t |IB switch to rack Rack:

C remove 1 chassis
C 7 nodes per SW

Rest of Plan A mostly same
24 racks (of 42 T2 racks)
96 QDR switches (+ 15t rail) ;
1536 IB cables (720 AOC)
672 compute nodes

57% bisection bandwidth
+1 management rack

TSUBAME 25

10kyo Institute of Technology

Full marathon worth of IB and
ethernet cablesre-deployed

Multiple tons of s‘
equipment moved around

Bt rail (Fat Tree) maintenance

Full 12x8 HyperXconstructed

[And much mor e
- PXE / disklesenv ready
- Spare AOC under the floor
- BIOS batteries exchanged

© First large-scale 2.7Pflop/s (DP)
HyperX installation in the world!
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Missing Adaptive Routing and Perf. Impllcatlonsﬁ RS o B

Fat-Tree with ftree routing

TSUBAME26s o lQBRIB hagdeare 8
has no adaptive routing L

i8]
o

[y
[=2]

HyperX with static/minimum routing suffers

from limited path diversity per dimension

C results in high congestion and
low (effective) bisection BW

Node ID (receiver)
=
N

R [

Node 1D (sender)

Our example: 1 rack (28 cn) of T2
Fat-Tree >3x theor. bisection BW

Measured 2.26 GiB/s (FT; ~2.7x)
vs. 0.84GiB/s for HyperX

l\/Irhn::hnn
IVIILIHML

Strategies?

V
Node ID (sender)

Jens Domke 24

Measured BW in mpiGraph for 28 Nodes

intra -rack
cabling

HyperX with DFSSSP routing

=
o

Node ID (receiver)

[+-]

(N A ORI A A A A

1 4 8 12 16 20 24 28
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-CCS  rokyoech Enterprise

20

Option 2 — Non-minimal, Pattern-aware Routing*

Idea (Part 1): enforcing non-minimal routing for higher
path diversity

(+ Part 2) while integrating traffic-pattern and
comm.-demand awareness to emulate adaptive
and congestion-aware routing

Pattern-Aware Routing for hyperX (PARX)
ASplito our Z2gDadtaytp er
Assign 4 “virtual LIDs”’ per p o tMC) ( |
Smart link removal and path calculation

Optimize static routing for process-locality and know
comm. matrixandbal ance Auseful o

Basis: DFSSSP and SAR (I

O
QY J—
(@) B
=

Needs support by MPIl/comm. layer —
Set LIDst based on msg. size (lat: short; BW: long) Q1 000,

Minimum
paths
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Methodology — 1:1 Comp. to 3-level Fat-Tree =¥ Il s

Comparison as fair as possible of 672-node 3-level Fat-Tree and 2D HyperX
NICs of 15t and 2" rail even on same CPU socket
Given our HW I imitatiohs

2 topologies: Fat-Tree vs. HyperX

3 placements: linear | clustered | random

4 routing algo.: ftree | (DF)SSSP | PARX

5 combinations: FT+ftreetlinear (baseline) vs. FT+SSSP+cluster vs.
HX+DFSSSP+linear vs. HX+DFSSSP+random vs. HX+PARX+cluster

eéand many benchmar ks andpp@pplicati ons
Solo/capability runs: 10 trials; #cn: 7,14,...,672 (or pow?2); conf. for weak-scaling
Capacity evaluation: 3 hours; 14 applications (32/56 cn); 98.8% system util.
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MPI| — Netgauge’s eBB Benchmark R I e

bé‘fl‘é‘l’ O g g Mo NTDODT = AwauwBoassa89 g SN ATILNMON OO ™ 5 <t ¢

-— . GBS go0do0ogg2T2d2e > 1= S ooo ! g o 22< g ™
/\ @ PPSO999RRFETRT ?OD $9T59SSTTPT SSSSTITITITTTTT FSLOSTIITIRTSS S
%4IIIIIIIIIIIIIIIIIIIIIIIIIIIIII rrrrrrrrrrrrrrr yrrrirrrrrirrirTd
p FT+ftree+linear
—_ - .
E= = m-h e el [ Al [l
'-g -
& -
% 2 _______ i_- ____________ -
-
3 -- T
_g 1bk- - - - - - - - - - - !_!_?_._g __________________ L s ! -
Q
[0}
0
'Ifolllllllllllllll |78 1 T 1 (N T T T N N I T T O T O T T Y 10 N T T T AN O O e S O A N | C“mb'"aF"’”S
I T°Se898INSILSLY TOISKRNSS TEIORNSIYRISTTY TONSRNSIHRIZINY TeIggsgey; (oW
NNNNNNNNN gm@ H—(NNgIDLQ — . Fat-Tree
firee / linear .
Number of compute nodes FatTre
SSSP/ clus d.
- - - - - - - pr
DFSSSP/ linear
. Similar results for" effective bisection BW (with IB msg. payload)
DFSSSP/ random .

HyperX
PARX / clustered .

HyperX+DFSSSP+linear: intra-rack BW is Intra -Rack throughput for Hyperx:

DFSSSP Vs. PARX routing

. Longer/more paths as enabled by PARX g i
alleviates perf. drop (A indicates theor. v M
benefits when getting HX with AR) . -
Similar to PARX vs. minimal routing in _— | |

intra-rack case, cf. 28-cn mpiGraph BM U o T e
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Realistic Workloads — Procurement-/Proxy-Apps* res < i

8888788~ 38887888 3383837888

SS560%9c0 oO000000 SooaC000
FFPIIIPT PFFFIFFF S9FRFFFE

. Subset of HPC workloads; reporting / PITITTITTIIITITIIS o

[ins]
T 1

: Mitiod |
kernel/solver times (no pre-/post proc.)

- Fat-Tree
SSSP/ clustered .

erneNRuntime [i
[
(=3
(=1

L

. Almost no noticeable difference (all : " o
. . 0 A d . ¥ 150 R P S Fa% o lla & ll.m P ia= & ="| DFSSSP/random
within ] 1% rel. gains) when switching RIS ST T T e
ACERE RS R R R I R &
Fat-Tree A HyperX for some apps 2) AMG doet  meeian oo

. SWFFT: PARX best option for HyperX o A R

(pattern-aware?) and only option to scale _ | :
to 512 nodes (all 10in 233s ; s k&fé ) A== 1 ] L ;
_ mMVMC: HyperX/DFSSSP(/linear) Shows lowest — ° =sssgs ~=ssrgs ~=assngs ~=sessgs ~==sed

performance variability ay 38383808 ~qEas ELLEL L

COSG000g o
.............

©
<1
a
T

N

C PARXoveral |l IcferansMPiBiMa d 0O
(proxy-apps only =20% on avg. in MPI)

Kernel Runtime [in s]
[ w B [=2] -~
wn (=] [ (=] o
o o o (=] (=)
T T T T T
- 1
L]
1
]
)
)
1
| 5}
L3
]
[
L
L
HH
1 L1

C NosevereissuesJ é but AR i s ¢« |

L1111
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I 1 1 H ?wlettPackard
Capacity Evaluations — Multi-Job Throughput &« I e

250 Fat-Tree / ftree / linear Fat-Tree / SSSP / clustered bE}ifer
. More realistic scenario for most . S e o Sum orfinshed S
HPC centers (multi-job exec.)
_ Metric: #runs in 3h on shared !
network (job alloc. fix w/ hostfile) SRR e, e A e

HyperX / DFSSSP / linear HyperX / DFSSSP / random

Sum of flnlshed runs: Sum of finished runs:

Unexpected: HX beats FT/t/lin.

by 12.7% (DF/lin.) and 3% (PARX)
MILC negatively affected by @ fm ﬂﬂ . *

inter-job interferences (but linear

”’o RN 4” N ‘>4’0 N S A 04"’%?"’47:@%%%’\ ",
alloc. on HX best among all 5) Hyperx / PARX  clustered
306 Sum of finished runs: 50
. 1233 | 3P
., Linear vs. random vs. PARX: 12505
177 1 20073
Interferences have worse effect than R g
bottlenecks in theoretical bisection BW? |3
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tit RCCS mogomch Enterprise

And sometimes it’s not a solo effort...

SUBAME ), ataEs

other) Volunteers
Tokyo Institute of Technology

Nagashio, Shibuya, Aizawa, Takai, Ito,
Oshino, Numata, Masukawa, lijima,
Minematsu, Muto, Oosawa, Yui,
Hamaguchi, Asako, Fukaishi, lvanov,
Mateusz, Tam, Kitada, Ueno, Katase,
Numata, Tsushima, Fukuda, Suzuki,
Sena, Takahashi, Okada, Endo, Baba,
Harada, Sogame, Higashi, Wahib,
Alex, Artur, Bofang, Haoyu,
Matsumura, Tsuchikawa, Yashima

Tokyo Tech (GSIC)
Prof. S. Matsuoka % Prof. T. Endo

Jens Domke A Tomoya Yuki

Akihiro Nomura Shinichi Miura
HPE

Mike Vildibill Nicolas Dubé

Nic McDonald John Kim

Takao Hatazaki Dennis L. Floyd

Kuang-Yi Wu Kevin Leigh

Funded by & in collab. with Hewlett Packard Enterprise,
and supported by Fujitsu, JSPS KAKENHI, and JSP CRES
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BLAS / GEMM utilization in HPC Applications R e

J. Domke et al. "Matrix Engines for High Performance Computing:

Analyzed various data sources: A Paragon of Performance or Grasping at Straws?"

5

Historical data from K computer: only 53,4% of node-hours (in FY18) were consumed by

applications which had GEMM functions in the symbol table Benchmark  Speedup
BERT 3.39x
Library dependencies: only 9% of Spack packages have direct BLAS lib Cosmoflow 1.16x
dependency (51.5% have indirect dependency) VGGlo6 1.71x
Resnet50 1.97x
i f DeepLabV3 1.75x
TensorCore benefit for DL: up to 7.6x speedup for MLperf kernels SSH300 o
o . . NCF 0.97x
GEMM utilization in HPC: sampled across 77 HPC benchmarks (ECP proxy, rcevim 730x
RIKEN fiber, TOP500, SPEC CPU/OMP/MPI) and measured/profiled via GRU 3.67x
Score-P and Vtune ESTM 5.69x
] onv2D 1.12x
= I GEMM I BLAS [ (Sca)LAPACK 1 Other Attention 3.49%
£
x I
5 L i 0
T e S G, B, B, e,
%ﬁpf%%g V“‘@’@‘?’ﬁf’@ﬁ ?f/{f?%, %, “p 5% ’%(Jf 0%, 4% 5 "/a(., N “ %f/ K ey, % ‘?‘h%fj%%b;b R <f;~,fa/ %,

RIKEN SPEC CPU ‘ SPEC OMP SPEC MPI



Estimated Benefit by MEs for HPC Centers

Thought experiment: Assume we
have/had GEMM units in past or
future systems.

Known: node-hour by domain

Sample application with
highest BLAS utilization

Estimate the node-hour
reduction assuming different
speedup by ME (2xi 8x is
realistic dep. on precision)

Future system includes 20%
DL workloads, other science
domains ~10% each

~

C Explore more/other alternatives for Fugaku-next!

Node hours spent [7%]

100

80

60

40

20

0

mm NICAM B3 MatSc
Bl NTChem C3J NGSA
= mVMC 3 other

B miniAMR 3 miniTri
B CoMD m AMG

Em Laghos 1 other

2 Nekbone

RIK:

BERT I bt331

P OIII Computer simulations
2 R

-CCS createthe future

NGSA NTChem

Laghos 3 botsspar

B2
s
= socorro 3 mile
=3
=

WRF

1 2 4 8 16°
Speedup through ME

(a) K Computer
Results w/ ideal conditions + 4x ME speedup: 5.3% less on K, 10.8% @ANL, 23.8% future system

oo

1 248 16
Speedup through ME

(b) ANL systems

_[_ —]

il
—

< N b
el
1 24 8 1600

100
80 &
=
60 &
-
5
Q
3
20 &
d
0

Speedup through ME

(c) Future System

C HPC can utilize MEs when they come for free, but it’s no magic bullet as for DL workloads
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R-CCS create the future

“Silver bullet” compiler choice for A64FX?
Issue: unexpected advantage of Xeon vs. A64FX in PolyBench

5
Perform tability (x86A A64FX t t hi
. errormance portaoliity (X ) NOot easy 10 acnieve
Time-to-Solution [in s] (FJtrad) and Relative Performance Gain (others)
t' > 1 OO K I d P C runtime Micro Kernels (all with [1]12
[es Ing ernels and H Kemel 1] [ 0,001 G5
> Kernel 2 [C] 0.002 -0.580
Kernel 3 [F] 0.010 -0.196 -0.194 -0.196
Workloads on Fugaku 1 a0
Time-to-Solution [in s] (FJtrad) and Relative Performance Gain (others) .406 -0.668
= - .005 -0.506
runtime PaolyBench (all with [1]1]
comelation [C] 10.743 003 -0.634
. covariance [C] 10.735 .076
ree compiiers an el e — ot
5 gemver [C] 0.082 022
gesummv [C] 0.025 0.008 0.004 -0.020 1
. . . symm [C] 12.491 -0.062 -0.053 .005
five variations - BN
syrk [C] 3.011 0.169 0.231 0.377 008
trmm 6.267
. e =l 004
Time-to-Solution [in s] (FJtrad) and Relative Performance Gain (others) .005
X FUJITSU . . P o581
1] runtime: Ranki 071 0.020
HPLIC) | 21506 [B] 0001 @8] 0043 [8l] 0,046 [48)1] 0023 48] 041
HPCG [C] | 0s28 (e 0031 481 0116 [48[1) 0181 [48|1] 0518 .129
Babel [C++] | 1676 [136] 0,004 [1f36] 0377 [1j24] 0206 [Lj24] -0.192 010
Dlpraxy [C] | 0048 [1]48 0071 [1148 0.016 [1448] 0.019[1]45] 0.155 [148] 2 1
! ECP pro: 5 -0.577 .008 -0.416
Time-to-Solution [in s] (FJtrad) and Relative Performance Gain (others) 206 [32)1] 0304 [32)1] 052 W2 77 0.383 637 -0571
Tuntime SPEC CPU int (all with [L]1]] 124 He 0122 Ha o132 [ 2 ~0.534 0.375 0.269
peribench [C] 85,842 Dae7 5458 5459 [FIT) 020 s}
gec[c) 144,554 0656 0662 0660 0237 184 [48{1] 0172 [48)1) 0.043 [48]1] 3 TS T M+Paolly GNU
mef [C] 107.932 0546 0554 0555 0266 016 [48]1] 0.024 [48]1] 0.113 [48]1] 14 0. .
omnetpp [C++] 153212 0127 0.038 0.021 0.025 374_[4)12] 0459 -0.718 -0.741
alanchok[C+4] 222200
Time-to-Solution [in s] (FJtrad) and Relative Performance Gain (others) 0.145 027 8li] 0.026 [481] 0304 [48[1) 78 0.057
Tuntime SPEC CPU It (all with [1[1] 0225 0338 022 [48]1] 0.003 [48]1] D484 [48]1) -0.300
peroench[c] [ sbae ST ET=] ETE] 3 0255 0286 0368 055 [3211] 0.045_[32)1 0063 [32[1] 0.421 0.362
. £ L] ot i osar
5 0.036 RIKEN i
nomlﬁwu%g”; 2?3232 0.127 0.038 0.021 0.025 SPECCPU Tost miniapps -D.486
s icl 66,105 0145 2] 0008 (132 0011 [132] 260 [43[] 0254 [48li]
wemberd| e =2 e - 2= o piel oo o am8 B Lo s o1 o M LLvm+olly anu
chmrges 1| 15760 s ot 3200 0.8 [1149] 123 144 . ot feott] o ] S A B variant
1] TSt ] e “aser 003 2 0007 [1132] 0002 [132)
SPEC CPU float 0.012 [1148] 0.007 [1j48] 0322 [132] 001 [10}4] 0.014 [10}4]
e[ | o e p— bouz it b i ool ooet iz [S0Ate A
= omfc] | 11397 (i8] 0108 [148] 018 [1}46] 0423 [1}48) 0445 1] D003 _[24)2] 0.003 [242] 0036 [242)
ot [F€] 5462 [1)3: 0.002 [1)3 0.007 [1432) 0.002 [1132)
e R o b b ol ey o
pors [
imagk 48] 0004 _[1/48] 0003 _[1/48] piler Variant n H
mm{g 373872745 [[Ll\ﬂ] 0207 [1146] 0082 [1148] 0.155 [1148) -0.013 [1/48] ! LLVE\A‘ ! LLVM*[PlH] GNU \] . Domke A64FX - Your Compller You
fotonik [F] | 8893 [1148] 0002 (48] 0001 [1132] 9004 [32) o521 [1jz2] 4
oms (7] | 8134 (ajaa) 0013 [1jsa] 0004 (1148) 0003 [1148) 1 "
Jens ha Compier vt Must Decide!

Compiler Variant

Relative Performance Gain
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Scientific Benchmarking in the Future i e

“Better benchmarks, metrics, automation, and validation are
the key to successful Co-Design and sustainable HPC.”
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Don’t write Benchmarks unless you have to! s rs e
Your boss:Hey, whatods the triad bandw

5

5

Naiveyou: Gi ve me a sec, |01

stream triad| scalar, *A, *B,
#pragma omp parallel private(i, n, scalar) shared(A, B,
(1 ;1 o< n; ++1i)
C[i] A[i] + scalar * B[i];

maln

{

()
17e

*a= callocl; ze,4), *b=calloc(size,4), *c=calloc(size,d):
C

[i] = ; ] ; i] = ;)

L

! 1 =U; 1
stream triad(s,
printf("c=]
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Don’t write Benchmarks unless you have to! s rs e

clang -Wall -02 bug.c
./a.out
=[7.000000e+00,...,7.000000e+00] —

clang -Wall -02 -fopenmp bug.c
./a.out
c=[0.000000e+00,...,0.000000e+00]

stream triad| scalar, *A,

apragma omp parallel private(i, n, scalar) shared(A,
; 1 < n; ++1)
+ scalar * B[1];

main()

size * ; SPEEDRQ;‘} |

5= , Fa= callﬂc[: ze,4), *b=calloc(size,d), “c=callﬂc[; Zt

( i=0; i< size; ++i) { c[i] = ; ali ; LBSUEXPLOSION

stream tr;ad[sr a, b, c, size);




II Computer simulations

If you must, then use MUST (and other tools) & res semue

MPI & OpenMP programming is error prone
Portability errors (just on some systems, just for some runs)
Bugs may manifest as:

Crash or hanging J € Why crashing/hanging? WWW.openmp.org/resources/openmp
” -compilers-tools/#tools
Finishes L C Is my result correct? o

www.Vi-hps.org/tools/tools.html

Try other compller library, system, ...

bug.c: In function ’
bug.c:8:11: d
8 | #pragma I prive , scalar) shared(A, B, C
|
bug.c:6:74: 3
6 | static void stre at scalar, float *A, float *B, float *C,
bug.c:10:26: ‘scalar’ may be uqel uninitialized [ 1
10 | C[i] = A[i] +
bug.c:6:32: ‘scalar’ was declared here
6 | static void stream triad( , float *A, float *B, float *C, int n) {
| _ .
. Where? Details Debugging & Correctness
MUST Oy arting date: Fr
Try correctness g Y r——
et
[ |

checker and
validation tools
S U C h aS M U ST [ Click for graphical representation of the 1

detected deadlock situation.

5 may



https://www.openmp.org/resources/openmp-compilers-tools/#tools
https://www.vi-hps.org/tools/tools.html
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aen R

CCS create the future

Benchmarking & Co-Design for Future
Superseding current proxy-apps. Octopodes
Downsides w/ Fiber/proxy-apps (s. Fugaku R&D)

On-going collaboration / brainstorming phase
withDOElabs( posi ti on paper r

Set of highly-parameterizable, easily-amendable,
MOTIF-like problem representations

Common “language” between HPC users,

system operators, co-designers, and vendors
to describe the to-be-solved scientific problems: £ -4
What needs to be computed, and how it can be compute

C Apply ML to identify, parameterize, and categorize compute phases

S. Matsuoka, J. Domke, M. Wahib, A. Drozd, A. Chien, R. Bair, J. S. Vetter, J. Shalf
"Preparing for the Future —Rethinking Proxy Applications*
in Computing in Science & Engineering



(OEEl  computer simulations
Example of one Octopode: Matmul £ e

Input shapes: such as squared, rectangular, and tall/skinny
Various numerical precisions (i.e., from fp128 to bfloatl6, etc)
Batched and non-batched executions modes

Dense matrix-matrix operations, matrix-vector, sparse matrices

Sparse matrix: random, realistic blocks, Matrix Market

C Use C++ templating to generate as many variants as possible
to train ML models

C One Octopode for each distinct compute phase or math kernel

C In-between Berkeley MOTIFs and Proxy-Apps



. (OBl computer simulations
Usage of Octopodes for Co-Design R o

A Wh aeeds & how canitbec o mp u hotidkber e i s how you ha

For performance modeling of real workloads: identify compute phases which
can be mapped to one or more Octopodes C combinep e r f . mo d e | o f
t o undeQcwpodesd approx. perf. model of full workloads

For vendors:

Allowed tuning freedom for the Octopodes, i.e., changes of algo., implementation,
integer/float. precision, data layout, etc., as long as intended result is the same

Accurately model consumer workloads C Less over/under-selling of hardware
Porting of user codes to new system:

Act as demonstrator for users to show how to port

ML/AI to identify phases can be used as helper for porting of real codes

Better suited for co-design tools, e.g. compiler tests, regression testing,
simulators (gem5/ SST/ dADE S/0é0)l,s ,q ueitcck. 0\
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Co-Design Collaboration

Octopodes will be the common
language between HPC users, system
operators, co-designers, and vendors
to describe the to-be-solved scientific

challenges, what needs to be
computed, and how it can be computed,
in an abstract way.

Long: arxiv.org/abs/2204.07336

Short: ieeexplore.ieee.org/document/9789513

Repo: github.com/[domke/octopodes

EDITORS:

DEPARTMENT: LEADERSHIP COMPUTING

Preparing for the Future—Rethinking Proxy

Applications

Satoshi Matsuoka, Jens Domke, Mohamed Wahib, and Aleksandr Drozd, RIKEN Center for Computational
Science, Kobe, 650-0047, Japan
Andrew A. Chien and Raymond Bair, Argonne National Laboratory, Lemont, IL, 60439, USA
Jeffrey S. Vetter, Oak Ridge National Laboratory, Oak Ridge, TN, 37831, USA

John Shalf ®, Lawrence Berkeley National Laboratory, Berkeley, CA, 94720, USA

A considerable amount of research and engineering went into designing proxy
applications, which represent common high-performance computing (HPC)
workloads, to co-design and evaluate the current generation of supercomputers, e.g.,
RIKEN's supercomputer Fugaku, ANL's Aurora, or ORNL's Frontier. This process was
necessary to standardize the procurement while avoiding duplicated effort at each
HPC center to develop their own benchmarks. Unfortunately, proxy applications

force HPC centers and providers (vendors) into an undesirable state of rigidity, in
contrast to the fast-moving trends of current technology and future heterogeneity.

To accommodate an extremely heterogeneous future, we have to reconsider how to
co-design supercomputers during the next decade, and avoid repeating past mistakes.

upercomputing is the art of mapping a scien-

tific question onto hundreds of trillions or qua-

drillions of transistors, as in the case of the
currently fastest supercomputers in the world, by explo-
iting the problem’s underlying concurrency. Unfortu-
nately, this requires numerous transformations:
question—algorithm—parallelization—language—
compilation—execution, and intermediate bottlenecks,
such as Amdahl’s law, are complicating an efficient utili-
zation of the available transistors. While society’s prob-
lems are somewhat immutable, until solved, we see an
increase in available choices in the remainder of this

and on perfecting component integration to assemble
the supercomputers. But the projected end of Moore's
law and Dennard's scaling in the early 2000s required a
rethinking, culminating in an intensified co-design
effort at supercomputing centers. We had to take a
closer look at our workloads, resulting in scaled-down
versions of important scientific applications, so-called
mini or proxy applications," which represent the work-
load from problem to language, and which redefined a
new overlapping between HPC users, centers, and ven-
dors. Consequently, HPC centers and vendors tailored
the hardware architectures, i.e, many-core CPUs and/


https://arxiv.org/abs/2204.07336
https://ieeexplore.ieee.org/document/9789513
https://github.com/jdomke/octopodes
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H PC System ben C h m arki n g iS m an u al ! S R-CCS create the future
State of the practice =

e - = (i

Building on each system is different, T —‘g |, | - l |

porting the builds to new systems is 1% "W,me 1=y | |

manual | \J i i | g’i L‘—_‘ ;

' o i TRIBANGI\ 17 |
Running on each system is different, | lll_gi;:iii“_’:‘-!.v’( & ﬁ|\‘
porting run scripts to new systems is e e 1) "
manual g PN
Systems keep changing, requiring updates e SR

to how we build and run benchmarks
Triggering builds and runs is manual: benchmark results don’t stay up to date

Performance analysis of results is manual

O. Pearce, A. Scott, G. Becker, R. Haque, N. Hanford, S. Brink, D. Jacobsen, H. Poxon, J. Domke, T. Gamblin,
"Towards Collaborative Continuous Benchmarking for HPC,“
in HPCTESTS@SC'23



Benchpark builds on advances in HPC

automation

Experiment = Benchmark x System

OIII Computer simulations
R-CCS createthe future

System, Experiment specifications in Benchpark

benchpark //The Benchpark driver
in

by
b

Source code, OpenMP
Saxpy Build OpenMP, MPI, compilers
Run OpenMP, sched, launcher

AMG Source code, OpenMP
Build OpenMP, MPI, compilers

Run OpenMP, sched, launcher

Source code, OpenMP
Build OpenMP, MPI, compilers
Run OpenMP, sched, launcher

RAJA Perf.
Suite

Source code, CUDA
Build CUDA, MPI, compilers
Run CUDA, sched, launcher

Source code, CUDA
Build CUDA, MPI, compilers
Run CUDA, sched, launcher

Source code, CUDA
Build CUDA, MPI, compilers
Run CUDA, sched, launcher

penchmark
CPU-only with NVIDIA GPUs |with AMD GPUs

Source code, ROCM
Build ROCM, MPI, compilers
Run ROCM, sched, launcher

Source code, ROCM
Build ROCM, MPI, compilers
Run ROCM, sched, launcher

Source code, ROCM
Build ROCM, MPI, compilers
Run ROCM, sched, launcher

4
1 —

Use available specs, contribute

Decouple Experiment, Benchmark, System Specifications

To run N benchmarks on M systems, repeat the work N x M times

Benchmarking steps codified in Benchpark

Benchmark

CPU-only with NVIDIA GPUs AMD GPUs

1. git clone git@github.com:LLNL/benchpark.git Sax 1) N Benchmark Specifications
py - Source code ) )
2 benchpark list systems e e e
3. ./benchpark list benchmarks AMG 210 system gg;g{;;g;jg;;;,, Sckagcs
- Scheduler, launcher instructions
4. .Ibenchpark setup benchmark/ProgrModel \

3) Experiment specifications:
- Programming Model to use with Benchmark on System
- How to build with the Programming Model
- How to run with the Programming Model

RAJA Perf.
Suite

system /.../workspace_root

5. ramble -P -D . workspace setup . —
Should only have to write System specification once, Benchmark spec. once

6. ramble -P -D . on
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CI / CD / CB CO I I ab O ra'“ O n Towards Collaborative Continuous Benchmarking for HPC

Authors: Olga Pearce, Alec Scott, Gregory Becker, Riyaz Haque, Nathan Hanford, Stephanie Brink, Doug Jacobsen, Heidi Poxon,

Jens Domke, Todd Gamblin Authors Info & Claims

SC-W '23: Proceedings of the 5C '23 Workshops of The International Conference on High Performance Computing, Netwark,
Storage, and Analysis » November 2023 » Pages 627-635 » https:/doi.org/10.1145/3624062.3624135

We define continuous benchmarking as
a fu”y automated meChan|Sm for Published: 12 November 2023 Publication History
evaluating HPC benchmark performance »o~* s mon
on specified HPC systems.

M) Chek for updates

I ABSTRACT

CO I I ab 0 I'atlve CO ntl n u o u S b en C h m ar kl n g Benchmarking is integral to procurement of HPC systems, communicating HPC center workloads to

. . A . HPC vendors, and verifying performance of the delivered HPC systems. Currently, HPC benchmarking is
WI I I en able fU nCtlonaI reprOd UCI bl I Ity, manual and challenging at every step, posing a high barrier to entry, and hampering reproducibility of
1 1 the benchmarks across different HPC systems. In this paper, we propose callaborative continuous
automation, and community ’ paper e prep
benchmarking to enable functional reproducibility, automation, and community collaboration in HPC

C O I I a.b 0 ra.tl O n I n H PC b en C h m ar kl n g . benchmarking. Recent progress in HPC automation allows us to consider previously unimaginable

Paper: - -

dl.acm 0rq/d0|/101145/36240623624135 How to build ~ Run an Re-run an Run an Cl: Run Performance

and run experiment experiment on experiment on experiment on measurements
benchmarks  on a system a system a new system HPC systems + full spec of

Repo: github.com/LLNL/benchpark on a system experiment



https://dl.acm.org/doi/10.1145/3624062.3624135
https://github.com/LLNL/benchpark

. 0 0 . (OBl computer simulations
Summary of Scientific Benchmarking R o

Benchmarking is (also) an art , The ultimate “metrics™. science

_ Things will go wrong, so throughput & productivity

have a Plan B _ But select measurable metrics
_Avoid anal ysi s, Perfoansancea vares d aeabyt

ignore (valuable) outliers many runs (stat. significance)

Be mindful of resources . Collect & report environment

|solate outside interference . Use version control

Use realistic WLs/inputs . Aim for reproducibility

(reproducible methods but not necessarily
Keep the raw data reproducible performance)

Share data with others . Dondt cel era $trasden)
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R job & Collaboration Opportunities

Collaborations and job opportunities:

(@]

65 We are hiring! Check out our research teams and open positions:
www.riken.jp/en/research/labs/r-ccs/ and
tinyurl.com/RCCSjobs & tinyurl.com/SPRTjobs ¢ Currently hiring for SPR Team (and others)!

Internship/fellowship for students (BachelorA PhD):

5 Fellowship: www.riken.jp/en/careers/programs/index.html

(@]

5 Internship: www.r-ccs.riken.jp/en/about/careers/internship/

Supercomputer Fugaku:

5 Interactive, virtual tour: www.r-ccs.riken.jp/en/fugaku/3d-models/
www.youtube.com/watch?v=f3cx4PGDGmg

O«

5 Apply for node-hours: www.r-ccs.riken.jp/en/fugaku/user-guide/ &
www.hpci-office.jp/en/using_hpci/proposal_submission_current/fugaku_trial

Collaboration Funds:
5 E.g. check JST, JSPS, MEXT websites for funding; or other bi/tri-literal opportunities

O«



